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Tn your writeup, please include the following:

o name and reference to the DBMS tool/APT used
o description of changes needed to import the data into the DBMS
o results of processing the data
description of any problems encountered
o description of any anomalies in the results, and if possible, their root cause

Note that the data contains information in a textual format. You may need to preprocess the data in order
for your DBMS tool to import it. T've created some data where the dependencies exist as documented in the

section on Normalization. The files are:
data.txt data set in CSV form (comma separated, one entry per line )

names.txt  description of the attributes and their functional dependencies

Functional Dependencies (8 points)

Goals:
Analyze a data set and verify functional dependencies.

Description:

During the lecture, you were given the definition of functional dependencies. You were shown two methods
to derive them, first from analyzing a snapshot of the data, second, using a domain expert. In this section
you will analyze the supplied data (snapshot of the data) and verify if these functional dependencies exist
in the data.

Consider the supplied data in the file data.txt. Which of the following functional dependencies may hold
in the relation? If the dependency does not hold, give at least one example why it does not hold (e.g. specify
a pair of tuples that cause a violation).

a) B— A b) F-G ¢c) D—H d A—E
e E»A f) A-C g H-D h) BoC
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Indexes (10 points)
Goals:

Provide evidence to prove or disprove the following statement:
“Indexes are a more efficient access path to the data set than direct access.”

Description:

In the lecture several index structures were presented. The justification for using the index is to enhance
query performance. The toolbox you have chosen for this part of the exam should support several index
structures. Consider the following query:

SELECT DISTINCT D, A

FROM {insert your tables here}

WHERE E=med AND (B = med OR B = high)

Tmport the data into your normalized database, then run the above query and time the performance on the
following combinations of indexes in the database:

. 1o indexes
. index on A, no index on C

. index on C, no index on A

. separate indexes on A and C

. composite index on both A and C
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For each of the above options, time the query and document the results. You may have to average
the time over several thousand executions of the query to get meaningful results. The hypothesis we are
providing evidence for is the time to execute the query using the above index arrangements should be
(1) > (2),(3) > (4),(5). Explain how your time test results support the hypothesis or anything preventing
you from creating the indexes.




