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CHAPTER 10

Logistic Regression

In this chaptr, we describe the highly popular and powerful classification method called logstc regression. Like linear regression, it elies on a speific model relatng the predictors with the outcome. The user must speciy the predictors to include as well as thir form
(e, including any interaction terms). This means that even small datasets can be used for buiding logistic egression clasifers, and that once the model s estimated, it is computationally fast and cheap to cassiy even large sampls of new records. We deseribe the
ogisti regression model formulation and tsestimation from data. We also explain the concepts of ‘ogit” odds,” and “probability” f an event that arse in the logisic model ontext and the elations among the three. We discuss variable importance using coeffcient
and statistical significance and also mention variable selection algorithms for dimension reduction. Our presentation i stritly from a data mining perspective,where classifcation isthe goal and performance i evaluated on a separate validation set. However, because
logsti regression s also heavily used n statistical analyses fo purposes of nference, we give a biefreview of key coneepts rlated to coefficient interpretation, goodess-of-it evaluation, inference, and multiclass models in the Appendix atthe end of this chapter.

10.1 Introduction
Loistic regression extends the ideas oflinear regression to the situation where the outcome variable, Y, i categorical. We can think of a categorical vriable as ividing the records into lasses. For example, i ¥ denotes a recommendation on holding/selling/buying a
stock, we have a categorical variable with three categories. We can think of each ofthe stocks i the dataset (the records) as belongin to an of three classs: the hold class, th sel class, and the buy clas. Logistc regression can be used for classfying a new record,
where it classis unknown, nto one of the classes, based on the values of s predictor variables (calledclassification). 1t can also be used i data where the las i known, o find factors distnguishing between records n diffrent classes in terms of ther predictor
variables,or “predictor profile” (called profling). Logistic regression s used in applications such as

1 Classifing customers a returning o nonreturning (classifcation)

2. Finding factors that differntiate between male and female top exceutives (profiling)

3. Predicting the approval or disapproval of a loan based on information such as credit sores (classification)
“The logstic regression model is used i a variety of fields: whenever astructured model is needed to explain or predict categorical (i particula, binary) outcomes. One such appliation i n describing choice behavior in econometrics
Iinthischapter, we focus on the useof logitic regression for clasification. We deal only ith a binary outcome variable having two possible classes.In the Appendix, we show how the resuls can be extended to the case where ¥ assumes more than two possible clases.
Popular examples of binary outcomes are success/falure, yes/no, buy/don't buy, default/don' default, and survive/die. For convenience, we often code the values of the binary outcome variable ¥as 0 and 1
Note that in some cases we may choase to convert a ontinuous outcome variable or an outcome variables with multiple casses o a binary outcome variable for purposes of simplification,reflectn the fact that decision-making may be binary (approve the loan/dor't
approve, make an offer/don't make an offe). As with maultple linear regression, the predictor variables X,, .., X may be categorical variables, continuous variables, o a misture of these two types. Whilein multple linear regression the aim s o predict the value of
the continuous ¥ for a new record,inlogisti regression the goal i o predict which cass a new record will belong t0, o simply o clasify the record into one of the clases. n the stock example, we would want to classify a new stock into one of the three recommendation
classes: sell hold, o buy. O, we might want to compute for a new record its propensiy (= the probabilty) o belong t each class, and then possibly rank aset of new records from highest to lowest propensityin order o act on those with the highest propensity.
Inlogistc regression, we take two steps:the first step yields estimates of the propensitiesor probabiliiesof belonging to each class.In the binary case, we get an estimate of p = P(¥ = 1), the probability of belonging to class 1 (which alo tells us the probability of
belonging to class 0). n the next tep, we use a cutof alue on these probabiltiesin oder o classiy each case into one of the lasses. For example, in a binary case, a cutoffof 0.5 means that cases with an estimated probability of P(Y = 1) 2 0.5 are lasified as belonging.
to class 1, whereas cases with P(Y = 1) < 0.5 are cassifed as blonging to lass 0. This cutoff does ot need t be setat .5, When the event n questionis  low probabilty but notable o important event (say, 1= faudulent transaction), alowe cutoff may be used to
classify more cases as belonging to class 1.

10.2 The Logistic Regression Model

“The idea behind loisti regression s straightforward: Instead of using ¥ directly as the outcome variable, we use a function of it, which i caled the logit
can be mapped back toa probabiliy.

“To understand the logit, we take several intermediate steps: First, we look at p
However, ifwe express p s a linear function of the g predictors!in the form

The logt it turms out, can be modeled s alinear function of the predictors. Once the logit has been predicted,

¥ = 1), the probabilty of belonging to class 1 (as opposed t clss 0).In contrast tothe binary variable ¥, which only takes the values 0 and 1, pcan take any value in the interval [0, 1.

P= o+ v+ st o+ B, Gon
itis ot guaranteed that the right-hand side il ad o values ithin th interval o, 1. The solution i o use & nonlinear functon of the prdictors n th form
1 G0
[y e e

hisis clled the ogisti response function. Fo any value i, ., the rght-hand sde willways lead t values i the nterval [, 1] Next,we ook at a difernt measure of belonging o cerainclass, Known a odds. The odds of belonging t clas 1 are defined as the
rato ofth probabilty of blonging o clas 1 10 th probabilty o belonging o class o

Odds(Y =1 (103)

T
‘his metc s very popular i horse races, sports, gambling, pidemiology, an other areas. Inscad o talkingabout the probabilty f wining or contacinga discae, people talk about the s of winning orcontating a discase. How are these two diferen? I, for
example, the probability of winning is 0.5, he odds of winning are 0.5/0.5 = 1 We can als perform the reerse calculation: Given the odds of an even, we can compute s probability by manipulating equation 10.9):

odds (10.9)

p=odds
T+odds

‘Substituting (10.2) into (10.4), we can write the elationship betyen the odds and the predictors as
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n: Given the ods of an event, we can compute ts probabiity by manipulating equation (10.3):
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odds
T+odds

e ALY POPWIAT ID 10TSE TROES, SPOTES, BATADNNE, CPICEMMOIORY, ANC OTET archs. ins et
bability of winning i 0.5, the odds of winning are 0.5/0.3 = 1. We can also perform the reverse calcul

Q

P

‘Substituting (10.2) into (10.4), we can write the elatonship betven the odds and the predictors as

Odds(Y = 1) = hthmithssssiis, Go3)

st equation describes a multplicative (proportional) relationship between the predictors and the odds. Such a relatio
the odds (holding all other predictors constant)
Now f we take a natural logarithm? on both sides, we get the standard formulation of a logistic model:

inerpretable in tems of percentages,for example, a it increase in predictor X s associated ith an average increase o  x 100% in

log(odds) = fiy + fyx; + foxy + - + fyx,. 106)

= 0.5). Thus, our final formulation of the rlation between the outcome and the predictors usesthe loit as the outcome

“The log (0dds),clled the logit, takes values from —  (very low odds) to = (very high 0dds).4 A logit of 0 corresponds 0 even odds of 1 (probabi
variable and models it a alinear function of the q predictor.
“To seethe rlationship between the probability, odds, and logitof belonging to class 1, lok at Figure 10.1, which shows the 0dds top) and logit bottom) as a fs

of p. Notice that the odds can take any non-negative value, and that the ogit can take any rea vale.
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10.3 Example: Acceptance of Personal Loan
Recall the example desribedin Chapter 9 ofacceptance of  personal oan by Uiversal Bank. The bank' datast includes dat on 5000 customers. The dta incude the customer's response to the at personalloancampaign (Personal Loan), as wel as customer
demogaphicinformation (Age, Income, etc.) and the customer'srlationship it the bank (mortgage, securie account, tc.). S Table 10.1. Among thse 5000 customers,only 480 (= .6%) accepted the personl loan offer to them i a revious campaign. The goal
o bd  modeltht identifies customers who are most kel o acept theloan offer i future maiings.

‘Table 10.1 Description of Predictors for Acceptance of Personsl Loan Example
Age (Customer's agein completed years
Experience  Number of years of professional experience.
Income. ‘Annualincome of the customer ($0005)
FamilySize  Familysize of the customer
ceavg. Average spending on credit cards per month ($0005)
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lle described in Chapter 9 of acceptance of  personalloan by Universal Bank. The banik's dataset includes data on 5000 customers. The data include the customer’ response to the last personal loan campaign (Personal Loan), 3
srmation (Age, Income,etc.) and the customer’ rlationship with the bank (mortgage, securites account, et.. See Table 10.1. Among these 5000 customers, only 480 (= 9.6%) accepted the personal loan offered to them ina pr
el that identifies customers who are most likely o accept the loan offer in future malings

‘Table 10,1 Description of Predictorsfor Acceptance of Personal Loan Example.

Age ‘Customer's age in completed years
Experience  Number of years of professional experience

Income. ‘Annual income of the customer ($0005)

FamilySize  Family sizeof the customer

ccavg ‘Average spending on creditcards per month ($0005)

Education Education Level. 1: Undergrad; 2: Graduate; 3: Advanced)Professional
Mortgage Value of house mortgage if any ($000s)

‘Securites Account Coded as 1 f customer has securites account with bank.

CD Account  Coded as 1f customer has certifcate of deposit (CD) account with bark.
Online Banking  Coded as 1f customer uses Internet banking facilities

CreditCard  Coded as 1if customer uses creditcard ssued by Universal Bank

Model with a Single Predictor
‘Consider fist a simple logistic regression model with just one predictor, This is conceptually analogous tothe simple linear regression model in which we it astraight ine to rlate the outcome, , o  singl predictor, X.
Let us construct asimple logistc regression model or classificaion of customers using the single predictor Income. The equation relating the outcome variable to the predictor in terms of probl

1

P(Personal Loan = Yes | Income = x) =

THehomn’
or equivalently,interms of odds,
Odds(Personal Loan = Yes | Incoms b (07)
‘The estimated coefficients for the modelare b, = ~6.16715 and b, = 0.03757. So the fitted model is
1 108)

P(Personal Loan = Yes | Income = x)

T3 esres007

Although logistic regression can be used for rediction in the sense that we predict the probability of  categorical outcome, it i most often used for classification. To sce thedifference between the two, consider predicting the probabilty of a customer accepting the loan
offeras opposed to cassifing the customer as an acceptor/nonacceptor. From Figure 10,2 it can be seen that the loan acceptance probabilties produced by th logsti regression mode (thes-shaped curve i Figure 10.2) can yield values betuween 0.and 1. To end up.
with lassifications into either 1 or (¢, & customer ither accepts the loan offer o not),we need a threshold, or cutoff value (see section on “Propensities and Cutofffor Classifcation” in Chapter ). This istrue in the case of multiple predictor variables as well.
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Figure 10.2 Plot of data points (Personal Loan as a function of Income) and the fitted Iogitic curve:

In the Universal Bank example,in order o classify a new customer as an acceptor/onaceeptor of the loan offr, we use the information on his/herincome by plugging it into th fittd equation in (10.8). Thisyields an estimated probabilty of acepting the loan offer. We.

then compareit o the cutof value. The customer is classifed as an acceptor f the probabilty of his/her accepting the offeris above the cutoff.¢
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Estimating the Logistic Model from Data: Computing Parameter Estimates
Inlogitic regression, the elation between ¥ and the  parameters s nonlinear. For this reason, the p parameters ar not estimated using the method of least squares (asin multipl inear regression). Instead, a method called maximum likelihood
brie, i o find the estimates that maximize the chance o obtaining the data that we have. This requires iterations using a computer program.5

Algorithms to compute the cocffcient estimates areless robust than algorithms fo linear regression. Computed estmates are generally rliable for well-behaved datasets where the number of records with outcome variable values of both o and 1 are large;thei ratio s
“not too close”to either 0 r 1; and when the number of coefficients in the Iogitic regression modelis small relativ to the sample ize (say, no more than 10%). A with lincar regression, collinearity (strong correlation among the predictors) can lead to computational
diffeulties. Computationally intensive algorithms have been developed recently that circumyent some of these iffcultes. For technical details n the maximum ikelihood estimation in logitic egression, see Hosmer and Lemeshow (2000).

“Toillustrate a typical output from such a procedure, we it a lgistic model o the training set of 3000 Universal Bank customers. The outcome variable i Personal Loan, with Yes defined as the success (thisis equivalent o stting the outeome variable o  for an acceptor
and o for a nonacceptor),

Data Preprocessing
‘We start by converting predictor variable Education intoa factor variabl. n the dataset, it s coded as an integer, taking on values 1,2, or 3. To tun it into a factorvariable, we use the R function factor(). Then when we include this predictor variable in R's logisi
regression, it will automatically create two dummy variables from the factors three levels. The logistc regression will only use two o the three levels because using al three would create a multicolinearity ssue (see Chapter 6). I total,the logitic regression function in
Rovilinclude 6 =2 + 1+ 1+ 1+ 1 dummy variables to describe the fiv categorical predictorsfrom Table 10.1.Together with thesix numerical predictors, we have a total o 12 predictors.

‘Net, we partiton the data randoraly nto training (60%) and validation (40%) sets. We use the training set to fit a logistic regression model and the valdation set o assess the model’s performance.

Estimated Model
bl 10:2 presentsthe output from running a logiti regression using th 12 predictors on the traning data.
‘Table 10.2 Logistc egression modelforloan acceptance (taining dats)
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‘osts) and the lift chart. As in other classification methods, the goal is to find a model that accurately clasifies records to their class, using only the predictor information. A variant o this goal is ranking, or finding a model that does a superior jobof

‘members of a particular class of interest for a set of new records (which might come at some cost o overall accuracy). Since the training data are used for selecting the model, we expect the model to perform quite well for those data, and therefore pr
performance on the validation set. Recall that the data in the validation set were not involved in the model building, and thus we can use them to test the model’s ability to classfy data that it has not *seen” before.

To obtain the confusion matrix from a logitic regression analysis, we use the estimated equation to prediet the probability of class membership (the propensities) for each record in the validation set, and use the cutoff value to decide on the class assignment of these
records. We then compare these classifications to the actual class memberships of these records. In the Universal Bank case, we use the estimated model in equation (10.10) to predict the probability of offer acceptan

(these data were not used in the modeling step). Technically,thisis done by predicting the logit using the estimated model in equation (10.10) and then obtaining the probabilities p through the relat
chosen cutoff value in order to classify each of the 2000 validation records as acceptors or nonacceptors.

“Table 10:3 shows propensities or the first 5 records in the valdation se. Suppose that we usea cutoffof .5, We see that th firt three customers have a probabilty of accepting th offer that s lower than the cutofof 0.5, and therefore they are classfied as
nonacceptors (0). And inded,they were nonacceptors (actual = 0). Th fourth and ffth customers' probabilty of acceptance s estimated by the model to exceed 0.5, and they are therefore classified as acceptors (1). While the fourth customer was indieed an acceptor
(actual = 1), our model misclassified the it customer as an acceptor, when in facts/he was & nonaceeptor (actual = 0).

‘Table 10,3 Propensites for thefrst five customers in validation data

e valdation set that contains 2000 customers
= €b9/1 9, We then comparethese probl

festo our

4 use predice() with type = “response” to compute pradicted
Logis.Feg.peed < prosice (logie-zes, valid-ael, 81, eype =
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‘Table 10.4 Description of Predictors for Flight Delays Example.

Dayof Week  Coded as 1 = Monday, 2 = Tuesday,..,7 = Sunday

Departure Time Broken down into 1 intervals between 6:00 AM and 10:00 PM.

origin ‘Three airport codes: DCA (Reagan National), IAD (Dulles),
BWI (Baltimore-Washington Int1)

Destination Three airport codes: JFK (Kennedy), LGA (LaGuardia),

EWR (Newark)
Carrier Eight airine codes: CO (Continental), DH (Atlantic Coast),
DL (Delta), MQ (American Eagle), OH (Comain),
RU (Continental Express), UA (United), and US (USAirways)
Weather

(Coded a 1f there was a weather-related delay.

Another usefultool for assessing model classification performance ar the it (gains) chart and decile-wise it chart (see Chapter 5. Figure 10,3 llustrates the lft chart obtained for the personal loan offe lgistic model using the validation set. The ‘" over te base
curve indicates for  given number of cases (read on the x-axis), the additional esponders that you can identify by using the model. The same information is portrayed i in Figure 10,3: Taking the 10% ofthe records that are ranked by the model as ‘most probable 1's”
yields 7.9 times as many 1's as would simply selecting 10% of the records at random.
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s in Tinear regression, in logistic regression we can use automated variable selection heuristics such as stepwise sclectio, forward selection, and backward elimination (See Section 6.4 in Chapter 6. In R, use function step() n the sats package or function stepAIC() in
the MASS package)for stepwise, forward, and backward elimination. If the dataset i not toolarge, we can even try an exhaustive search over al possible models (use R function glmult() in package glmult although it can be slow).

10.5 Example of Complete Analysis: Predicting Delayed Flights

Predicting fight delays can be useful to.a variet of organizations: arport authorites,airlines, aviation authorities. At times, joint task forces have been formed to address the problem. Such an organization,if it were to provide ongoing real-ime assistance with flight
delays,would benefit from some advance notice about fights likely to be delayed.

In this simplified llustration, e look at six preditors (see Table 10.4). The outcome ofinterest is whether the flight is delayed or not (delayed means more tha 15 minutes late. Our data consistofall fights from the Washington, DC area nto the New York City area
during January 2004, The percent of delayed fights among these 2201 fightsis 19.5%. The data were obtained from the Bureau of Transportation Statistcs website (s Fansias.bis 20v).

‘The goal i to predict accurately whether a new flight,not in this dataset, will be delayed or not. The outcome variableis a variable called Fight Status, coded as delayed or ontime.
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