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Chapter 2+ Artificial Intelligence

AUGMENTED REALITY Augmented reality (AR) refers to the integration of digital infor-
mation with the user environment in real time (mostly vision and sound). The technology
provides people real-world interactive experience with the environment. Therefore, infor-
mation may change the way people work, learn, play, buy, and connect. Sophisticated Al
programs may include machine vision, scene recognition, and gesture recognition. AR is
available on iPhones as ARKit. (Also see Metz, 2017.)

These AR systems use data captured by sensors (e.g., vision, sound, temperature) to
augment and supplement real-world environments. For example, if you take a photo of
a house with your cellphone, you can immediately get the publicly available information
about its configuration, ownership, and tax liabilities on your cellphone.

3 SECTION 2.4 REVIEW QUESTIONS

1. Define intelligent agents and list some of their capabilities.
2. Prepare a list of applications of intelligent agents.
3. What is machine learning? How can it be used in business?
4. Define deep learning.
5. Define robotics and explain its importance for manufacturing and transportation.
6. What is NLP? What are its two major formats?
7. Describe machine translation of languages. Why it is important in business?
8. What are knowledge systems?
9. What is cognitive computing?
10. What is augmented reality?

2.5 AI SUPPORT FOR DECISION MAKING

Almost since the inception of Al, researchers have recognized the opportunity of using
it for supporting the decision-making process and for completely automating decision
making. Jeff Bezos, the CEO of Amazon.com, said in May 2017 that Al is in a golden age,
and it is solving problems that were once in the realm of science fiction (Kharpal, 2017).
Bezos also said that Amazon.com is using Al in literally hundreds of applications, and Al
is really of amazing assistance. Amazon.com has been using Al for example, for product
recommendations for over 20 years. The company also uses Al for product pricing, and as
Bezos said, to solve many difficult problems. And indeed, since its inception, Al has been
related to problem solving and decision making. AI technologies allow people to make
better decisions. The fact is that AI can:

* Solve complex problems that people have not been able to solve. (Note that solving
problems frequently involves making decisions.)

* Make much faster decisions. For example, Amazon makes millions of pricing and
recommendation decisions, each in a split second.

* Find relevant information, even in large data sources, very fast.

* Make complex calculations rapidly.

* Conduct complex comparisons and evaluations in real time.

In a nutshell, Al can drive some types of decisions many times faster and
more consistently than humans can. For details, watch the video at youtube.com/
watch?v=Dr9jeRy9whQ/. The nature of decision making, especially nonroutine ones,
as noted in Chapter 1, is complex. We discussed in Chapter 1 the fact that there are sev-
eral types of decisions and several managerial levels of making them, and we looked at
the typical process of making decisions. Making decisions, many of which are used for
problem solving, requires intelligence and expertise. Al's aim is to provide both. As a
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result, it is clear that using Al to facilitate decision making involves many opportunities,
benefits, and variations. For example, Al can successfully support certain types of deci-
sion making and fully automate others.

In this section, we discuss some general issues of Al decision support. The section
also distinguishes between support of decision making and fully automating decision
making.

Some Issues and Factors in Using Al in Decision Making

Several issues determine the justification of using AI and its chance of success. These
include:

* The nature of the decision. For example, routine decisions are more likely to be
fully automated, especially if they are simple.

* The method of support, what technology(ies) is (are) used. Initially, automated
decision supports were rule-based. Practically, expert systems were created to gen-
erate solutions to specific decision situations in well-defined domains. Another
popular technology mentioned earlier was “recommender,” which appeared with
e-commerce in the 1990s. Today, there is an increased use of machine learning and
deep learning. A related technology is that of pattern recognition. Today, attention is
also given to biometric types of recognition.

For example, research continues to develop an Al machine that will interview peo-
ple at airports, asking one or two questions, and then determining whether they are telling
the truth. Similar algorithms can be used to vet refugees and other types of immigrants.

* Cost-benefit and risk analyses. These are necessary for making large-scale decisions,
but computing these values may not be simple with AI models due to difficulties
in measuring costs, risks, and benefits. For example, as we cited earlier, researchers
used 100 metrics to measure the intelligence level of vacuum cleaners.

Using business rules. Many Al systems are based on business or other types of rules.
The quality of automated decisions depends on the quality of these rules. Advanced
Al systems can learn and improve business rules.

AI algorithms. There is an explosion in the number of Al algorithms that are the
basis for automated decisions and decision support. The quality of the decisions
depends on the input of the algorithms, which may be affected by changes in the
business environment.

Speed. Decision automation is also dependent on the speed within which decisions
need to be made. Some decisions cannot be automated because it takes too much
time to get all the relevant input data. On the other hand, manual decisions may be
too slow for certain circumstances.

Al Support of the Decision-Making Process

Much AI support can be applied today to the various steps of the decision-making pro-
cess. Fully automated decisions are common in routine situations and will be discussed
in the next section. Here we follow the steps in the decision-making process described
in Chapter 1.

PROBLEM IDENTIFICATION Al systems are used extensively in problem identification
typically in diagnosing equipment malfunction and medical problems, finding security
breaches, estimating financial health, and so on. Several technologies are used. For ex-
ample, sensor-collected data are used by Al algorithms. Performance levels of machines
are compared to standards, and trend analysis can point to opportunities or troubles.
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GENERATING OR FINDING ALTERNATIVE SOLUTIONS Several Al technologies offer alter-
native solutions by matching problem characteristics with best practices or proven solu-
tions stored in databases. Both expert systems and chatbots employ this approach. They
can generate recommended solutions or provide several options from which to choose.
Al tools such as case-based reasoning and neural computing are used for this purpose.

SELECTING A SOLUTION AI models are used to evaluate proposed solutions, for ex-
ample, by predicting their future impact (predictive analysis), assessing their chance of
success, or predicting a company’s reply to action taken by a competitor.

IMPLEMENTING THE SOLUTIONS Al can be used to support the implementation of com-
plex solutions. For example, it can be used to demonstrate the superiority of proposals

and to assess resistance to changes.

Applying Al to one or more of the decision-making processes and steps enables
companies to solve complex real-world problems, as shown in Application Case 2.3.

Automated Decision Making

As the power of Al technologies increases, so does its ability to fully automate more and

more complex decision-making situations.

Application Case 2.3 How Companies Solve Real-World Problems Using
Google’s Machine-Learning Tools

The following examples were extracted from Forrest
(2017):

Google’s Cloud Machine Learning Engine and
Tensor Flow allow unique access to machine learn-
ing tools without the need for PhD-educated data
scientists.

The following companies use Google’s tools to
solve the listed problem.

1. Axa International. This global insurance com-
pany uses machine learning to predict which

drivers would be more likely to cause major
Tl 15 e

4.

cy can watch the entire ocean. Using machine
learning, the agency can track all fishing ves-
sels to find violators.

Detecting credit card fraud in Japan. SMFG,
a Japanese financial services company, uses
Google’s machine learning (a deep learning
application) to monitor fraud related to credit
card use, with an 80-90 percent accuracy of
detection. The detection generates an alarm for
taking actions.

5. Kewpie Food of Japan. This company detected

defective potato cubes manually using a slow
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Appl cation Case 2.2 How Machine Learning Is Improving Work in Business

The following examples of using machine learn-
ing are provided by Wellers, et al. (2017), who
stated that “today’s leading organizations are using
machine learning-based tools to automate decision
processes. . . ."

1. Improving customer loyalty and retention.
Companies mine customers’ activities, transac-
tions, and social interactions and sentiments to
predict customer loyalty and retention. Com-
panies can use machine learning, for example,
to predict people’s desire to change jobs and
then employers can make attractive offers to
keep the existing employees or to lure poten-
tial employees who work elsewhere to move
to new employers.

2. Hiring the right people. Given an average of
250 applicants for a good job in certain com-
panies, an Al-based program can analyze
applicants’ resumes and find qualified can-
didates who did not apply but placed their
resume online.

3. Automating finance. Incomplete financial
transactions that lack some data (e.g., order
numbers) require special attention. Machine-
learning systems can learn how to detect and
correct such situations, very quickly and at
minimal cost. The AI program can take the
necessary corrective action automatically.

4. Detecting fraud. Machine-learning algorithms
use pattern recognition to detect fraud in real
time. The program is looking for anomalies,
and then it makes inferences regarding the
type of detected activities to look for fraud.

Financial institutions are the major users of this
program.

5. Providing predictive maintenance. Machine

learning can find anomalies in the operation
of equipment before it fails. Thus, corrective
actions are done immediately at a fraction of
a cost to repair equipment after it fails. In ad-
dition, optimal preventive maintenance can be
done (see Opening Vignette Chapter 1).

6. Providing retail shelf analysis. Machine learn-

ing combined with machine vision can analyze
displays in physical stores to find whether
items are in proper locations on the shelves,
whether the shelves are properly stocked, and
whether the product labels (including prices)
are properly shown.

7. Making other predictions. Machine learn-

ing has been used for making many types of
predictions ranging in areas from medicine to
investments. An example is Google Flights,
which predicts delays that have not been
flagged yet by the airlines.

Source: Compiled from Wellers, et al. (2017) and Theobald (2017).

QUESTIONS FOR CASE 2.2

1.

Discuss the benefits of combining machine learn-
ing with other Al technologies.

How can machine learning improve marketing?

Discuss the opportunities of improving human
resource management.
Discuss the benefits for customer service.

works. Deep learning uses artificial neural technology and plays a major role in dealing
with complex applications that regular machine learning and other AI technologies can-
not handle. Deep learning (DL) delivers systems that not only think but also keep learn-
ing, enabling self-direction based on fresh data that flow in. DL can tackle previously

unsolvable problems using its powerful learning algorithms.

For example, DL is a key technology in autonomous vehicles by helping to interpret
road signs and road obstacles. DL is also playing critical roles in smartphones, robotics,
tablets, smart homes, and smart cities (Chapter 13). For a discussion of these and other
applications, see Mittal (2017). DL is mostly useful in real-time interactive applications in
the areas of machine vision, scene recognition, robotics, and speech and voice process-
ing. The key is continuous learning. As long as new data arrive, learning occurs.
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Example

Cargill Corp. offers conventional analytics, and DL-based analytics help farmers to do
more profitable work. For example, farmers can produce better shrimp at lower cost. DL
is used extensively in stock market analysis and predictions. For details, see Smith (2017)
and Chapter 6.

Machine and Computer Vision

The definitions of machine vision vary because several different computer vision sys-
tems include different hardware and software as well as other components. Generally
speaking, the classical definition is that the term machine vision includes “the technol-
ogy and methods used to provide imaging-based automated inspection and analysis for
applications such as robot guidance, process control, autonomous vehicles, and inspec-
tion.” Machine vision is an important tool for the optimization of production and robotic
processes. A major part of machine vision is the industrial camera, which captures, stores,
and archives visual information. This information is then presented to users or computer
programs for analysis and eventually for automatic decision making or for support of
human decision making. Machine vision can be confused with computer vision because
sometimes the two are used as synonyms, but some users and researchers treat them as
different entities. Machine vision is treated more as an engineering subfield, while com-
puter vision belongs to the computer science area.

COMPUTER VISION Computer vision, according to Wikipedia, “is an interdisciplinary
field that deals with how computers can be made for gaining high-level understanding
from digital images or videos. From the perspective of engineering, it seeks to automate
tasks that the human visual system can do.” Computer vision acquires or processes,
analyzes, and interprets digital images and produces meaningful information for making
decisions. Image data can take several formats, such as photos or videos, and they can
come from multidimensional sources (e.g., medical scanners). Scene and item recogni-
tions are important elements in computer vision. The computer vision field plays a vital
role in the domains of safety, security, health, and entertainment. Computer vision is con-
sidered a technology of Al, which enables robots and autonomous vehicles to see (refer
to the description in Chapter 6). Both computer vision and machine vision automate
many human tasks (e.g., inspection). These tasks can deal with one image or a sequence
of images. The major benefit of both technologies is lowering the costs of performing
tasks, especially those that are repetitive and make the human eyes tired. The two tech-
nologies are also combined with image processing that facilitates complex applications,
such as in visual quality control. Another view shows them as being interrelated based on
image processing and sharing a variety of contributing fields.

An applied area of machine vision is scene recognition, which is performed by
computer vision. Scene recognition enables recognition and interpretation of objects,
scenery, and photos.

Example of Application

Significant illegal logging exists in many countries. To comply with the laws in the United
States, Europe, and other countries, it is necessary to examine wood in the field. This
requires expertise. According to the U.S. Department of Agriculture, “the urgent need for
such field expertise, training and deploying humans to identify processed wood in the
field [i.e., at ports, border crossings, weigh-stations, airports, and other points of entry for
commerce] is prohibitively expensive and difficult logistically. The machine vision wood
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identification project (MV) has developed a prototype machine vision system for wood
identification.” Similarly, AI computer vision combined with deep learning is used to
identify illegal poachers of animals (see USC, 2018).

Another example of this application is facial recognition in several security appli-
cations, such as those used by the Chinese police that employ smart glasses to identify
(via facial recognition) potential suspects. In 2018, the Chinese police identified a suspect
who attended a pop concert. There were 60,000 people in the crowd. The person was
recognized at the entrance gate where a camera took his picture; see the video at you-
tube.com/watch?v=Fq1SEqNT-7c. In 2018, US Citizenship and Immigration Services
identified people that used false passports in the same manner.

VIDEO ANALYTICS Applying computer vision techniques to videos enables the recog-
nition of patterns (e.g., for detecting fraud) and identifying events. This is a derivative
application of computer vision. Another example is one in which, by letting computers
view TV shows, it is possible to train the computers to make predictions regarding human
interactions and the success of advertising.

Robotic Systems

Sensory systems, such as those for scene recognition and signal processing, when com-
bined with other Al technologies, define a broad category of integrated, possibly com-
plex, systems, generally called robotics (Chapter 10). There are several definitions of
robots, and they are changing over time. A classical definition is this: “A robot is an elec-
tromechanical device that is guided by a computer program to perform manual and/or
mental tasks.” The Robotics Institute of America formally defines a robot as “a program-
mable multifunctional manipulator designed to move materials, parts, tools, or special-
ized devices through variable programmed motions for the performance of a variety of
tasks.” This definition ignores the many mental tasks done by today’s robots.

An “intelligent” robot has some kind of sensory apparatus, such as a camera, that
collects information about the robot’s surroundings and its operations. The collected
data are interpreted by the robot's “brain,” allowing it to respond to the changes in the
environment.

Robots can be fully autonomous (programmed to do tasks completely on their own,
even repair themselves), or can be remotely controlled by a human. Some robots known
as androids resemble humans, but most industrial robots are not this type. Autonomous
robots are equipped with Al intelligent agents. The more advanced smart robots are
not only autonomous but also can learn from their environment, building their capa-
bilities. Some robots today can learn complex tasks by watching what humans do. This
leads to better human—robot collaboration. The Interactive Group at MIT is experimenting
with this capability by teaching robots to make complex decisions. For details, see Shah
(2016). For an overview of the robot revolution, see Waxer (2016).

Example: Walmart Is Using Robots to Properly Stock Shelves

The efficiency of Walmart stores depends on appropriately stocking their shelves. Using
manual labor for checking what is going on is expensive and may be inaccurate. As of
late 2017, robots were supporting the company’s stocking decisions.

At Walmart, the 2-foot-tall robots use a camera/sensor to scan the shelves to look
for misplaced, missing, or mispriced items. The collected information and the interpre-
tation of problems are done by these self-moving robots. The results are transmitted to
humans who take corrective actions. The robots carry out their tasks faster and frequently
more accurately than humans. The company experimented with this in 50 stores in 2018.
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Preliminary results are significantly positive and are also expected to increase customer
satisfaction. The robots will not cause employees to lose their jobs.

Robots are used extensively in e-commerce warehouses (e.g., tens of thousands are
used by Amazon.com). They also are used in make-to-order manufacturing as well as in
mass production (e.g., cars), lately of self-driven vehicles. A new generation of robots is
designed to work as advisors, as described in Chapter 12. These robots are already advis-
ing on topics such as investments, travel, healthcare, and legal issues. Robots can serve as
front desk receptionists and even can be used as teachers and trainers.

Robots can help with online shopping by collecting shopping information, match-
ing buyers and products, and conducting price and capability comparisons. These are
known as shopbots (e.g., sec igi-global.com/dictionary/shopbot/26826). Robots
can carry goods for shoppers in open air markets. Walmart is experimenting now with
robotic shopping carts (Knight, 2016). For a video (4:41 min.), sec businessinsider.
com/personal-robots-for-shopping-and-e-commerce-2016-9?2IR=T. The Japanese
company SoftBank opened a cellphone store in Tokyo entirely staffed by robots, each
named Pepper. Each robot is mobile (on wheels) and can approach customers. Initially,
communication with customers was done by entering information into a tablet attached
to each Pepper. A major issue with robots is their trend to take human jobs. For a discus-
sion of this topic, see Section 14.6.

Natural Language Processing

Natural language processing (NLP) is a technology that gives users the ability to
communicate with a computer in their native language. The communication can be in
written text and/or in voice (speech). This technology allows for a conversational type of
interface in contrast with using a programming language that consists of computer jargon,
syntax, and commands. NLP includes two subfields:

* Natural language understanding that investigates methods of enabling computers
to comprehend instructions or queries provided in ordinary English or other human
languages.

* Natural language generation that strives to have computers produce ordinary spoken
language so that people can understand the computers more easily. For details and
the history of NLP, see en.wikipedia.org/wiki/Natural_language_processing and
Chapter 6.

NLP is related to voice-generated data as well as text and other communication forms.

SPEECH (VOICE) UNDERSTANDING Speech (voice) understanding is the recognition
and understanding of spoken languages by a computer. Applications of this technol-
ogy have become more popular. For instance, many companies have adopted this
technology in their automated call centers. For an interesting application, see cs.cmu.
edu/~./listen.

Related to NLP is machine translation of languages, which is done by both written
text (e.g., Web content) and voice conversation.

MACHINE TRANSLATION OF LANGUAGES Machine translation uses computer programs
to translate words and sentences from one language to another. For example, Babel Fish
Translation, available at babelfish.com, offers more than 25 different combinations of
language translations. Similarly, Google’s Translate (translate.google.com) can translate
dozens of different languages. Finally, users can post their status on Facebook in several
languages.
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Example: Sogou’s Travel Translator

This Chinese company introduced, in 2018, an Al-powered portable travel device.
Chinese people are now traveling to other countries in increasing numbers (200 million
expected in 2020 versus 122 million in 2016). The objective of the device is to enable
Chinese tourists to plan trips (so they can read Web sites like Trip Advisor, available in
English). The Al-powered portable travel device enables tourists to read menus, street
signs, and communicate with native speakers. The device, which is using NLP and
image recognition, is connected to Sogou search (a search engine). In contrast with the
regular Chinese-English dictionaries, this device is structured specifically for travelers
and their needs.

Knowledge and Expert Systems and Recommenders

These systems, which are presented in Chapter 12, are computer programs that store
knowledge, which their applications use to generate expert advice and/or perform prob-
lem solving. Knowledge-based expert systems also help people to verify information and
make certain types of automated routine decisions.

Recommendation systems (Chapter 12) are knowledge-based systems that make
shopping and other recommendations to people. Another knowledge system is chatbots
(see Chapter 12).

KNOWLEDGE SOURCES AND ACQUISITION FOR INTELLIGENT SYSTEMS For many intel-
ligent systems to work, it is necessary for them to have knowledge. The process of
acquiring this knowledge is referred to as knowledge acquisition. This activity can
be complex because it is necessary to make sure what knowledge is needed. It must
fit the desired system. In addition, the sources of the knowledge need to be identified
to ensure the feasibility of acquiring the knowledge. The specific methods of acquiring
the knowledge need to be identified and if expert(s) are the source of knowledge, their
cooperation must be ensured. In addition, the method of knowledge representation and
reasoning from the collected knowledge must be taken into account, and knowledge
must be validated and be consistent.

Given this information, it is easy to see that the process of knowledge acquisition
(see Figure 2.5) can be very complex. It includes extracting and structuring knowledge.
It has several methods (e.g., observing, interviewing, scenario building, and discussing),
so specially trained knowledge engineers may be needed for knowledge acquisition and
system building. In many cases, teams of experts with different skills are created for
knowledge acquisition. Knowledge can be generated from data, and then experts may be
used to verify it. The acquired knowledge needs to be organized in an activity referred to
as knowledge representation.

KNOWLEDGE REPRESENTATION Acquired knowledge needs to be organized and stored.
There are several methods of doing this, depending on what the knowledge will be used
for, how the reasoning from this knowledge will be done, how users will interact with the
knowledge, and more. A simple way to represent knowledge is in the form of questions
and matching answers (Q&A).

REASONING FROM KNOWLEDGE Perhaps the most important component in an intelli-
gent system is its reasoning feature. This feature processes users’ requests and provides
answers (e.g., solutions, recommendations) to the user. The major difference among the
various types of the intelligent technologies is the type of reasoning they use.
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FIGURE 2.5 Automated Decision-Making Process

Chatbots

Robots come in several shapes and types. One type that has become popular in recent
years is the chatbot. A chatbot, which will be presented in Chapter 12, is a conversional
robot that is used for chatting with people. (A “bot” is short for “robot.”) Depending on
the purpose of the chat, which can be done in writing or by voice, bots can be in the
form of intelligent agents that retrieve information or personal assistants that provide ad-
vice. In either case, chatbots are usually equipped with NLP that enables conversations
in natural human languages rather than in a programmed computer language. Note that
Google has rolled out six different voices to its Google’s Assistant.

Emerging Al Technologies
Several new Al technologies are emerging. Here are a few examples:

* Effective computing. These technologies detect the emotional conditions of people
and suggest how to deal with discovered problems

* Biometric analysis. These technologies can verify an identity based on unique bio-
logical traits that are compared to stored ones (e.g., facial recognition).

COGNITIVE COMPUTING Cognitive computing is the application of knowledge derived
from cognitive science (the study of the human brain) and computer science theories in
order to simulate the human thought processes (an Al objective) so that computers can
exhibit and/or support decision-making and problem-solving capabilities (see Chapter 6).
To do so, computers must be able to use self-learning algorithms, pattern recognition,
NLP, machine vision, and other Al technologies. IBM is a major proponent of the concept
by developing technologies (e.g., Watson) that support people in making complex de-
cisions. Cognitive computing systems learn to reason with purpose, and interact with
people naturally. For details, see Chapter 6 and Marr (2016).




